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Abstract
The recent emergence of deepfakes, computerized realistic mul-
timedia fakes, brought the detection of manipulated and gen-
erated content to the forefront. While many machine learning
models for deepfakes detection have been proposed, the human
detection capabilities have remained far less explored. This is of
special importance as human perception differs from machine
perception and deepfakes are generally designed to fool the hu-
man. So far, this issue has only been addressed in the area of
images and video.

To compare the ability of humans and machines in detect-
ing audio deepfakes, we conducted an online gamified experi-
ment in which we asked users to discern bonda-fide audio sam-
ples from spoofed audio, generated with a variety of algorithms.
200 users competed for 8967 game rounds with an artificial in-
telligence (AI) algorithm trained for audio deepfake detection.
With the collected data we found that the machine generally
outperforms the humans in detecting audio deepfakes, but that
the converse holds for a certain attack type, for which humans
are still more accurate. Furthermore, we found that younger
participants are on average better at detecting audio deepfakes
than older participants, while IT-professionals hold no advan-
tage over laymen. We conclude that it is important to combine
human and machine knowledge in order to improve audio deep-
fake detection.
Index Terms: deepfake, generative models, human perception

1. Introduction
With an ever increasing use of voice assistants, we incorporate
computer-generated audio into our daily lives, while these as-
sistants expose more and more human-like sound and behaviour
[1, 2]. At the same time, generated and manipulated audio data
poses a threat to society: If people are not able to tell apart what
is true, a severe trust issue follows [3, 4].

With the term ‘deepfake’, we comprise data that was al-
tered or produced based on a deep neural network with the aim
of fooling a human observer. In recent years, many detection
approaches for deepfakes have been presented: in the field of
forensics as well as in artificial intelligence [5]. However, there
is only little data on human understanding of manipulated con-
tent.

So far, human deepfake detection has only been analysed in
the context of image or video data. In 2019, Rossler et al. com-
pared human and machine detection capabilities [6]. Their sur-
vey was based on their own, new database for deepfake videos
and images, divided into three quality levels: raw, high, and low.
Their findings include that the AI clearly outperforms the hu-
man participants, especially when it comes to low image qual-
ity.

These results were confirmed by Korshunov and Marcel
who further found that human and machine detection, both, can

be successfully fooled by deepfakes just with different generat-
ing mechanisms [7, 8]. According to [7], this is mainly due to
the fact that humans are very consistent in the way they perceive
different types of deepfakes.

The most extensive dataset was analysed in [9], consisting
of three seperate online studies with a total of 15016 partici-
pants. They find the human participants and the AI to have a
similar accuaracy but being fooled by different features. When
making the AI’s prediction to the human, the participants could
improve their forecast. However, if the model predictions were
wrong, the human accuracy also decreased.

Audio deepfake detection, also termed audio spoofing de-
tection, denotes the capability of identifying generated audio
data. The recurrent ASVspoof contest challenges researchers to
find suitable machine learning algorithms for this task. There is
a large body of related work [10, 11, 12, 13], which uses ma-
chine learning to identify artifacts in audio waveforms that may
indicate a deepfake. Such artifacts include noisy glitch, phase
mismatch, reverberation, or loss of intelligibility [14, 15], but
also artefacts that humans cannot perceive. In this paper, we
determine whether humans or AI are currently better at deter-
mining such artefacts.

We analyse how well humans can distinguish audio deep-
fakes, i.e., generated speech or ’spoofed’ data, from authentic
data (also called ’bona-fide’ data). We carried out a gamified
online experiment where the participants were competing in au-
dio deepfake detection against an AI. We find that humans have
a different perception of deepfakes than an AI. While the AI
outperforms the human in most attack scenarios, we found that
there was one attack that was very hard for the AI, but easy for
the human players.

2. Experiment: Gamified Two-Alternative
Forced Choice (N = 200)

2.1. Experiment Description

In our online experiment, the user can compete with the AI in
detecting audio deepfakes. We design it as a gamified classifica-
tion challenge [16]: The user is presented an audio file and has
to decide whether the file is authentic (bona-fide) or spoofed,
see Figure 1. Simultaneously, we let a neural network classify
the audio. Once the user has classified the audio, we present the
true label along with the AI’s classification. This way, the user
can compare its own detection capabilities to the AI’s. Every
such classification process is denoted as one ‘game round’. The
users can play as many rounds as they please. However, for the
following evaluation, we remove users who played less than ten
rounds from the dataset.

In total, 200 individuals participated in our experiment,
each playing at least ten rounds. In summary, 8967 game rounds
were played.
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Figure 1: The web interface as seen by the user. The user can play the audio (possibly several times) and then supplies a classification
via the ’Fake!’ or ’Authentic!’ button. After classifying, the true label is shown to the user along with the AI’s classification for the
gamification approach.

2.2. Auxiliary Data Collection

To allow for a more detailed analysis, the following data was
queried for each user: the gender, the IT experience level (1-5),
the age, and the location (inferred via the IP). There were 30%
woman participating in the survey and four persons without a
specified gender. The age distribution is visualized in Figure 2,
the number of participants per country and per IT skill level are
displayed in Table 1 and Table 2.

Figure 2: Age distribution for the cleaned dataset.

2.3. Audio Deepfake Dataset

We base our experiments on the the ASVspoof Challenge 2019
dataset [17]. The AI model is trained only on the ‘train’ split of
the data. In the online experiment, we use audios only from the
‘eval’ split of the data. Thus, we maintain a valid train/test split.
The ‘eval’ split contains 7355 bona-fide samples, and for each
of the attack algorithms in the eval dataset (’A07’ - ’A19’), it
contains 4919 spoofed samples.

Unique User IDs
Location

Austria 1
Belgium 2
Brazil 1
Croatia 1
Denmark 1
France 2
Germany 158
Italy 7
Sweden 4
Switzerland 5
Turkey 4
United Kingdom 11
United States 4

Table 1: Number of participants per country

Unique User IDs
Skill Level

1 3
2 21
3 74
4 62
5 40

Table 2: Number of participants per IT experience level (1 –
little knowledge; 5 – expert knowledge).



2.4. Model Selection and Training

The AI model we use is a three-layered, bi-directional LSTM
consisting of 256 hidden neurons, trained with 10% percent
dropout. The output is aggregated along the time dimension via
mean and a sigmoid activation is applied to scale the logits into
the range [0, 1]. The model’s threshold is found by computing
the EER over all instances seen during the game: The AI starts
out with a fixed threshold of 0.5, which after 25 rounds is re-
placed with the EER computed over all samples queried during
the game so far. This design choice was motivated by the fol-
lowing considerations: First, we do not want to leak information
from the ‘eval’ data into the model. Thus, we do not compute
the threshold over all of the ‘eval’ data a priori (as is done in the
ASVspoof challenge). Second, it may seem somewhat unfair
that the AI has access to all rounds played (via the EER), while
the humans only see the rounds they played so far. However,
this represents a fundamental advantage of an AI over humans:
They have a greater potential to accumulate data. Humans, on
the other hand, have a vast knowledge about natural language,
which the model lacks. Thus, our decision pits these to individ-
ual advantages against one another.

2.5. Selection of Queried Instances

We select the individual audio to be played to the user as
follows: The bona-fide and spoofed audio files were sam-
pled with a probability of 0.5 each. Inspired by active learn-
ing [18], we oversample instances which are harder for the hu-
man. Specifically, when sampling a spoofed audio, we first
sample (weighted with weights wi) the attack ID (A07, A08,
..., A19) and then sample (uniform randomly) an audio spoofed
with this attack. The attack IDs are sampled according to the
following weights

wi = 1− acci
1 + ε

,

where ε = 0.03 > 0 to assert wi > 0. The term acci ∈ [0, 1]
denotes the previous human accuracy for samples created by
attack ID i. Hence, attacks that are more difficult for a human
to spot are more likely to be presented in the game. Since the
a significant part of the attacks in the dataset are of rather poor
quality, playing these repeatedly to the user would yield very
little information (see attackA13 in Figure 3b, where the human
players have an accuracy of > 0.95).

3. Results
In this section, we discuss the results of our experiment. Note
that we have exclude users who played less than 10 rounds,
which leaves 200 participants who played a total of 8967
rounds.

We report three key findings:

1. The AI clearly outplays the human in detecting audio
deepfakes for 12 out of the 13 attacks, c.f. Figure 3c.

2. The performance of the human users and the AI differ
from attack to attack. Interestingly, the attack hardest for
the AI was easy for the human, and vice versa.

3. We find a correlation between the participant’s age and
the detection accuracy. However, there is no correlation
between the IT experience and the ability to detect audio
deepfake.

(a) User accuracy per attack. This graph shows the human players’
accuracy, averaged over all 200 users and all 8967 rounds played,
grouped by attack ID. While all of the attacks fool humans to various
degrees, attack A10 proves to be the most challenging by far.

(b) Accuracy of the artificial intelligence per attack. While the AI
performs well for both the benign samples and most of the attacks,
A17 is extremely challenging to detect for the AI.

(c) Difference between AI and Human Accuracy. This graph shows
the difference between AI and human accuracy. A bar with positive
value indicates superior performance of the AI w.r.t. a given attack
ID. The AI outperforms the human player for all attack except for
A17, which is known to be challenging [19].

Figure 3: Detection performance of participants and the AI.



Figure 4: User accuracy grouped by age. The younger group
(aged 35 and below) has a significantly higher detection rate on
average than the older age group.

3.1. AI outperforms human participants

One key finding is that the AI clearly outperforms the human
player. As displayed in Figure 3c, for 12 out of the 13 at-
tacks (including the benign data), the AI has superior accu-
racy1. These findings are in contrast to Experiment 1 by Groh et
Al. [9] on video deepfakes, where the leading computer vision
model was outperformed by the human. However, AI superi-
ority in detecting certain types of deepfakes was also shown in
Experiment 2 by Groh et Al. [9] and others [6, 7, 8].

3.2. Human and AI are fooled by different attacks

One of the key findings in [7, 8] was that both, the machine
learning model and the human observer, can be tricked by deep-
fake videos. However, the authors find that each are tricked by
different generating algorithms. In our data analysis, we ob-
serve the same pattern: Humans are generally easier tricked,
especially with audio files generated with attack A10, see Fig-
ure 3a. The AI, on the other hand, has a generally high accuracy
that only drops significantly for attackA17, see Figure 3b. Rea-
sons for this AI behaviour are discussed in [19].

3.3. Correlation between accuracy and user characteristics

Dividing the users into the group 35 years or younger and older
than 35 years, we find a correlation to the users’ accuracy: The
younger group performs significantly better in our challenge,
see Figure 4. There might be different reasons for this be-
haviour: With respect to deepfakes in general, one might con-
sider that the younger participants grew up being exposed to
generated content. Concerning audio deepfakes in particular,
the age-related hearing loss [20] might make older people less
sensitive to manipulated high frequencies.

We did not find any correlation between the user’s IT expe-
rience and their ability to detect audio deepfakes, see Figure 5.
Note that according to Table 2, there are only three people in
the first skill group.

1While in our dataset attacks that are hard for the human are over-
sampled, we oversampled these attacks only by attack ID, so the relative
accuracy scores are still valid.

Figure 5: User accuracy grouped by the level of IT expertise
(1 – little knowledge; 5 – expert knowledge). There is no signif-
icant correlation between the level of expertise and the ability
to detect generated audio.

4. Discussion and Outlook
Due to the nature of the experiment, our sample group is not
representative: Our data is biased towards young male Ger-
man participants who are experienced in IT. Still, we show that
humans and AI-algorithms are complementary in the domain
of deepfake detection: Where one performs strongly, the other
fails, and vice versa. This may indicate that in order to detect
deepfakes in production, a hybrid solution of a) deepfake detec-
tion AI, and b) user awareness may yield optimal results, where
neither can replace the other.

For future work, we plan to analyze whether users improve
over time, as suggested in [9]. Additionally, we would like to
further explore the impact of one’s native tongue. For this, we
aim to recruit more native English speaking subjects, and also
try to create German audio deepfakes.
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